
The Client

The world's largest online family care platform that offers an array of services that 

enable families to find, manage and pay for care and provide employment 

opportunities for caregivers. The services include child care, senior care, special needs 

care, pet care, housekeeping, and tutors. 

ARTIFICIAL INTELLIGENCE

Instant & Impersonal

Aesthetic Assessment 
Model for Photos with Faces
 
Developed a system which automatically rates photos based on aesthetic quality 

from the perspective of humans

Built a deep Convolutional Neural Network (CNN) based model trained 

with human-labeled data that can score images reliably and with high 

correlation to human perception, reducing the labor-intensive photo 

review process, and increasing user experience by sorting the profiles in 

the order of the scores allotted to the caregiver’s profile pictures. 

Project Duration
3 months



While the client has excellent data-driven insights that help families narrow their 

candidates based on factors such as pay rates, location, family makeup and needs, 

the photo review process for the profile pictures for all caregivers’ accounts was 

manual. The customer service executives would manually skim through all the 

profile pictures uploaded to accept or reject them. 

We sought to automate this process of scoring and tagging all the caregivers’ 

profile pictures, based on some of the universally accepted aesthetic norms by 

introducing a deep CNN model.

Aesthetic quality assessment of photos is a challenging task, especially when taking 

into account the complexity of various photos and the subjectivity of human’s 

aesthetic perception. 



To solve this, we introduced a deep CNN model which can encode information 

regarding standard image quality (technically), and facial attributes 

(aesthetically), and continue to train it to combine these two to explicitly predict 

the aesthetics of the profile pictures.

Data Acquisition

Data is located in S3 bucket

•  200,000 unlabeled images

•  30,000 labeled images

We built a Convolutional Autoencoder to perform unsupervised pretraining with 

the unlabeled images available. The model reads all the unlabeled images and 

understands the inherent patterns within them. 

Model Training

Phase I

We segregated the 30,000 images scored manually by the client with a high 

correlation to human perception of aesthetic quality into 20,000 images of training 

data and 10,000 for validation. A truly diverse dataset was chosen to ensure that 

no known biases were introduced into the training data. 

Phase II

This process ensured that we achieved higher accuracies with less labeled data in 

very few iterations.

Aesthetic 
Score

Amazon S3 

AutoencoderUnlabelled 
Images

Phase I 

Unsupervised Pretraining

Phase II 

Supervised Training

Labelled 
Images

Autoencoder



We leveraged AWS SageMaker with Docker for training and deploying models. We 

containerized the training script, along with Gunicorn and Ngnix serving the 

model’s predictions. 

Training Phase

The container is run in a high-profile, GPU-powered environment equipped with 

the location of the training data stored in Amazon S3. In this phase, the training 

script is invoked leveraging TensorFlow framework and then the model is built and 

trained with data loaded from the S3 bucket.

After training, we observed that the aesthetic ranking of these photos closely 

matches the mean scores given by human raters. Based on this observation we 

were able to conclude that the model can achieve a higher correlation to the 

ground truth ratings while ranking the pictures aesthetically.

Once the model is built and trained, the Docker container is run in the deployment 

mode. In this phase, the Gunicorn server, running behind Ngnix, is fired up which 

serves the model’s predictions through a REST interface, which is in turn 

consumed by the client’s web and mobile applications.

Deployment Phase
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The model ranks photos aesthetically and assigns a score for each image on a 

scale of 1 to 10. The scoring is directly in line with how the training data is typically 

captured, making it a predictor of human preferences.

We even sought to train the model to recognize patterns that align the jobs to the 

job seekers. For instance, if a child care provider has uploaded a picture of his/her 

with a child in it, the chances are that his/her profile would get a score higher than 

others with similar image aesthetics. 

This model may be capable of a wide range of useful functions. For instance, it can 

suggest near-optimal settings of image parameters, such as brightness, highlights, and 

shadows to the users, thereby increasing their chances of getting a higher score. 

Apart from this, it can also provide further feedback to the jobseekers based on the 

client's suggested norms of uploading profile pictures. For instance, it can suggest that 

the user should upload a picture without his/her sunglasses if that is not the case. 

While the model can act as a near-perfect proxy for human’s preference in images, we 

continue to retrain and test it in our quest to improve. 
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